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Abstract This article outlines what we learned from

the first year of the AI Settlement Generation Com-

petition in Minecraft, a competition about producing

AI programs that can generate interesting settlements

in Minecraft for an unseen map. This challenge seeks

to focus research into adaptive and holistic procedu-

ral content generation. Generating Minecraft towns and

villages given existing maps is a suitable task for this, as

it requires the generated content to be adaptive, func-

tional, evocative and aesthetic at the same time. Here,

we present the results from the first iteration of the

competition. We discuss the evaluation methodology,

present the different technical approaches by the com-

petitors, and outline the open problems.

Keywords competition · generative design · procedu-

ral content generation · Minecraft

1 Introduction

The Generative Design in Minecraft (GDMC) compe-

tition is an artificial intelligence (AI) competition open

to the general public. The GDMC competition is de-

signed to encourage people to make AI programs with

human-level performance in a computational creativity

domain. While creativity is a central element of human

intelligence, it is hard to tackle with most search or op-

timization based approaches, as it lacks a clear goal con-
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dition or utility function. The GDMC competition aims

to fill this gap, and hopes to provide a framework that

can help to address some of the fundamental challenges

in procedural content generation, such as adaptivity to

existing content.

In this article we report on the progress of the com-

petition after the first year, including the submitted

entries and their evaluation. We will also briefly review

the technical and organizational aspects of the competi-

tion, though for a detailed discussion of those we refer

the reader to our earlier paper [27]. Building on top

of this previous paper, these are the three new topics

covered in this paper:

First, we discuss the evaluation methodology and

present the numeric results of the first year. We take a

closer look on how well our evaluation based on human

judges works, and discuss our approach to grade entries

in four different categories. Second, based on written

accounts by the competitors of the first year’s compe-

tition, we outline the different technical approaches to

AI settlement generation in their submissions. We de-

scribe the algorithms used, and analyze the strength

and weaknesses of the different entries, with compar-

isons to the state of the art in academic literature. Fi-

nally, we outline some of the open problem that are yet

to be addressed. We also introduce and discuss the main

addition in the next iteration of the competition, the

optional bonus challenge of “Chronicle Generation.”

2 The GDMC Competition

The GDMC AI Settlement Generation Challenge is a

competition where competitors write an AI program

that can create an interesting settlement for an unseen

Minecraft [26] map. It was introduced [27] to encourage
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research into procedural content generation (PCG) [30,

9,8,28,22] in games.

Minecraft is a popular open-world survival game

where the player is dropped into a world consisting

of cubes. The play largely consists of mining existing

blocks and building tools and structures with them.

While the game has the actual goal of defeating the

Ender Dragon, many players rather focus on building

houses or settlements. This provides a rich baseline of

examples for what humans can do in terms of settle-

ment generation. Minecraft also contains a built-in set-

tlement generator that constructs simple villages, giv-

ing us a technical baseline for algorithmic village gen-

eration. These two properties, together with the popu-

larity of the game, led to us choosing it as the basis for

our competition.

We chose settlement generation as the first challenge

in the Generative Design for Minecraft competition, not

only because we want to see better village generation

in Minecraft, but because it also provides an interest-

ing scientific challenge in terms of adaptive and holistic

PCG. Unlike clean slate generation, the task is adap-

tive: the generated settlement has to fit or adapt to a

range of existing maps. This relates closely to the some-

what understudied concept of appositional reasoning in

AI design, i.e. creating a design appropriate to a given

scenario with ill defined goals [31, Chapt. 8.]. This con-

trasts our challenge with most of the existing challenges

in the Game AI domain, and moves it closer to the do-

main of computational creativity [8], while still keeping

the overall format of a competition. The GDMC chal-

lenge is also concerned with what is known as holistic

PCG, because it requires the algorithm to build one ar-

tifact that fulfills a range of very different requirements

at the same time. Most existing PCG [28], in contrast,

aims for a divide-and-conquer approach, where differ-

ent elements or aspects are generated independent from

each other. Orchestrating different kinds of content [21,

20] is an active research topic with several open ques-

tions that successful entries to this challenge could po-

tentially answer, or at least provide a test bed for.

We translated the different aspects of settlement

generation: adaptivity to the existing map, providing

functionality, evocative narrative, and basic aesthetics

into four scoring categories, and challenged our contes-

tants to create an AI program that can build a Mine-

craft settlement that addresses all of them at the same

time. The scoring categories are:

Adaptation: Settlements are shaped by their environ-

ment and shape it in return.

Functionality: Settlements provide functionality and af-

fordances to people, or in the case of games, to play-

ers and NPCs.

Evocative Narrative: Settlements tell stories about the

people who made them and the history that shaped

them.

Aesthetics: Settlements are intuitively designed in ac-

cordance with basic design principles, such as scale,

proportion, etc.

These four scoring categories form the basis for human

evaluation, which we will discuss in more detail in the

next section. More details about the challenge in gen-

eral can be found on our website1 and in our previ-

ous paper [27]. We also provided a framework based on

MCEdit [1] and an example AI program to get our par-

ticipants started. The framework itself provides func-

tionality for reading the Minecraft map format and

allows the competitors to treat the map as a 3D ar-

ray. Participants submit code that can interact with

the map via methods that read or write a blocks at a

specific 3d position.

3 Related Work

The earliest games that used procedural content gener-

ation date to the early eighties. Games such as Rogue

and Elite used algorithmic means to generate the game-

world during runtime, in order to save memory space

and developer effort. These early explorations were fol-

lowed by extended use of PCG in a large variety of

games for a number of reasons, including making new

types of gameplay possible and the aesthetics of par-

ticular content generation algorithms. Some games, in-

cluding large franchises such as Diablo and indie fa-

vorites such as Spelunky, are entirely dependent on the

procedural generation of game levels during runtime.

Research on procedural content generation has been

aided by the existence of a number of challenges, such

as competitions, which allow for a way of more or less

directly comparing content generation methods and so-

lutions. The first PCG competition in an academic set-

ting was most likely the level generation track of the

Mario AI competition; here, competitors procedurally

generated levels for a version of the classic platformer

Super Mario Bros [29]. These were evaluated by having

human players play pairs of levels and indicate which

one they liked best.

A similar setup is used for the level generation track

of the General Video Game AI competition [18]. Unlike

for the Mario AI level generation track, the generators

here are not supposed to generate levels for a particu-

lar game; instead, they have to generate levels for any

game that is given to them (as specified in a partic-

ular game description language). Another game-based

1 http://gendesignmc.engineering.nyu.edu/
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AI competition with a level generation track is the An-

gry Birds competition, where the level generation track

challenges competitors to submit generators that can

create interesting Angry Birds levels with an appropri-

ate level of difficulty [33].

Compared to these competitions, the Minecraft Set-

tlement Generation Competition is more open-ended.

Like the other PCG competitions, it is judged by hu-

mans. However, Minecraft is considerably more open-

ended than Super Mario Bros, Angry Birds or the GV-

GAI games, which are all linear and have straightfor-

ward win and loss conditions. Minecraft settlement gen-

erators do not start with a blank slate, but have to

adapt to the maps they are given. This makes it the

first competition for adaptive and holistic PCG.

4 Evaluation and Results

4.1 Map Selection

The first round of the competition ran until the end of

June, 2018, with a total of 4 submissions. This section

outlines how these entries were evaluated, present the

actual results, and discuss some issues surrounding our

evaluation methodology.

Three maps, unseen by any competitor, were cre-

ated specifically for evaluating the generators. Part of

the challenge was to see how the algorithms dealt with

these unseen maps. Each map was generated with the

standard world generator that comes packaged with

Minecraft (Version 1.12). Aerial views of the three maps

can be seen in Fig. 1 and downloads of the maps are

available on the website. 2

These maps were chosen based on several principles.

We wanted to have maps with increasing difficulty. Ev-

eryone should be able to build something reasonable for

the first map while the third map should be challeng-

ing for everyone. Collectively, the maps should provide

a range of different features so that the generators can

showcase adaptability to a range of biomes, terrains,

etc. Finally, we decided to only use maps generated by

the game’s built-in world generator, so the competitors

would have a rough idea of what to expect. This last re-

striction may be relaxed in the future to include maps

with hand-designed features, or maps generated with

alternative world generators, such as those provided by

mods.

The official competition maps can be seen in Fig. 1.

Map 1 is a relatively level map, with a river bisecting

the terrain. The interesting feature here is the presence

2 http://gendesignmc.engineering.nyu.edu/files/testMaps.zip

of two biomes, mesa on one side of the river and wood-

land on the other. Map 2 is a jungle biome map with

another river running through the middle, and a small

coastal section. The additional challenge of this map is

a very dense tree cover that forces the algorithm to re-

move trees to create space for buildings. The third map

is an island with the extreme hills biome, which pro-

vides extreme changes in elevation and is generally very

challenging to build on due to the lack of flat terrain. It

is also a terrain that is very hard for player to traverse,

which raises a challenge of providing structures, such

as stairs, train tracks, etc, that provide mobility and

access to the player.

4.2 Evaluation by Judges

The next step was to apply the 4 submitted algorithms

to each of the 3 competition maps, generating 12 maps

with settlement structures. These maps, along with the

algorithms that created them, are also available on our

website3. Those maps with settlements were then send

out to our team of expert judges for evaluation. The

judges were recruited mainly from our advisory board

and contained experts with various different backgrounds,

including game designers, AI and PCG-focused scien-

tists, urbanists, architects and Minecraft modders. See

section 9.2 in the appendix for details. We asked the

judges to walk through each of the maps from a player

perspective 4 and then score each entry based on four

criteria: adaptability, functionality, evocative narrative

and aesthetics. For each of the criteria, the judges were

given a non-exhaustive list of questions that should il-
lustrate the criteria. Note that we repeatedly empha-

sized, to both the judges and the competitors, that the

evaluation criteria are there as illustrating examples,

and that we would rely on the judges interpretation

and application of the overarching criteria to evaluate

the submission. Subsequently, the kept the instructions

relatively brief and generic, relying on the judges ex-

pertise to translate them as appropriate. The list can

be found in our previous paper [27] or the supporting

material. The judges were asked to score each category

between 0 and 10, with the following instructions:

0 the resulting design shows no consideration of

that particular criterion at all.

1 – 4 there are some aspects in which the criterion is

addressed.

3 http://gendesignmc.engineering.nyu.edu/
4 The maps were actually in creative mode, so our judges

would not be blown up by enemies
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(a) Map 1 (b) Map 2 (c) Map 3

Fig. 1: The three maps used for the evaluation of the algorithms.

5 this is comparable to a naive human. At this

point, one would not be surprised if this was built

by a human.

6 – 9 an expert-level human performance, over a longer

time, possibly a group effort. So, we are talking

about a group of city planners and architects de-

signing a Minecraft settlement over the course of

a year. The higher end of the point scale here

should mean a work that would possibly win a

design prize.

10 superhuman performance - this is so good, it would

be surprising if this could be even generated by

a dedicated group of expert humans.

We provided this detailed list of what the differ-

ent scores mean to somewhat anchor the scores. This

should give us quantitative way to talk about a general

improvement in submission, if the overall or average

score of participants goes up in subsequent years.

4.3 Results

Table 1 shows the averaged scores from eight judges.

Entry 1 won the competition with an average score of

4.38. The judges also gave detailed comments on the

entries, which were sent to the participants. These in-

formed our descriptions of the strength and weakness

of the different entries in the next section. We can see

from the results that entry 1 outscores the competi-

tion mainly in the adaptability and functionality cate-

gory. This is not surprising, as communication with the

contestants about their entries indicated that the main

challenge they tried to address was the placement of

buildings and roads. The distribution of the scores is

narrower for the narrative and aesthetics section. The

overall opinion of the judges in this area was that the

aesthetics were satisfactory overall, if lacking in vari-

ability, while the category of evocative narrative was

not really addressed by any entry. Overall, the scores

are also mostly below 5, indicating that the resulting

artifacts do not pass as human-made yet.

Since we wanted to have a challenge that looks at

different aspects of PCG in general, and settlement gen-

eration in particular, we selected a multi-dimensional,

scalar evaluation, rather than a preference compari-

son [34]. We also chose a higher granularity than ad-

vised by literature, to account for both sub-human,

human-like and trans-human performance. We computed

the pairwise Pearson product-moment correlation coef-

ficient [25], which gives us an average value of 0.51,

indicating a decent inter-rater reliability. It is harder to

establish the validity of the measurement, but as the

measurement is guided by a set of questions, it stands
to reason that the measurement is related to the topics

raised in those questions. We also note that 7 out of 8

judges agreed on the same overall winner.

4.4 Lack of Quantitative Analysis

One challenge with this particular competition is the

difficulty of providing a quantitative analysis. For one,

we specifically did not want to define any quantitative

criteria for the competition, as we are concerned that

this would lead to participants optimizing for said cri-

teria, rather than trying to build a generator that ad-

dressed the problems of appositional design. Further-

more, we are also not sure that reasonable, quantita-

tive criteria have been defined yet. While it would be

possible to count block configuration in forms of bi- or

trigrams, or calculate some form of spatial entropy [35],

it is easily evident that neither a very high or very low

value, i.e. perfect regularity or perfectly random blocks,
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Table 1: Results from the first GDMC competition

Entry Adaptability Functionality Narrative Aesthetics Overall Score Rank

Entry1, Filip Skwarski 5.42 4.71 3.17 4.21 4.38 1st
Entry2, Adrian Brightmoore 2.33 2.21 2.13 3.54 2.55 3rd
Entry3, Changxing and Shaofang 0.96 2.96 2.13 2.75 2.20 4th
Entry4, Rafael Fritsch 2.81 3.25 2.46 3.79 3.08 2nd

is desirable as a good settlement design. Such metrics

could be used to perform an expressive range analysis

[32], i.e. measuring for repeated creations how varied

the generators are. While this is certainly an interest-

ing question which could be explored in separate work,

it does not necessarily provide an indication of the qual-

ity of the generators. Of the currently submitted gen-

erators, some are using a random seed, and as such are

producing a different settlement when run repeatedly,

while others are producing the same settlement every

time, their only source of variation being the map as

input. But as the main aim of the challenge is to find

one design that fits well into the map this does not

necessarily make the second kind of generator better or

worse, as we are not interested in un-directed variation,

but specifically in adaptation to existing variation. As a

consequence, and also due to the limited capacity of our

human judges, we only ran each map generator once for

each map.

In the future, it would be interesting to use this test

set to find quantitative metrics that reflect the opin-

ion of humans. One solution here might be to look for

more embodied approaches that measure the actual in-

teraction of an avatar with the generated artefact, i.e.

the settlement. For now, we think that the most rea-

sonable way to measure the quality and improvement

of the generators is through human evaluation. As the

main scientific aim of the competition is to elicit and

discuss new approaches to the problems in adaptive and

holistic PCG, we will also perform a qualitative anal-

ysis of the submitted generators. We did not perform

a quantitative analysis of the existing approaches, as

for example seen in [10], but rather looked at how the

competitors described their main ideas.

5 Submitted Generators

This next section broadly explains the inner workings

of the generators that were submitted to this round

of the competition. Each subsection describes a specific

entry, who made it, how it works, and what inspired the

authors’ design. Table 2 displays a short summary of

these results. We will then also provide a short analysis

on how the different generators related to the state of

Fig. 2: Aerial view of entry 1

the art, and examine if they provide approaches that

could be generalized for scientific insight.

5.1 Entry 1, Filip Skwarski, 1st

This entry generates settlements in a bottom-up fashion

by continuously filling the map with new structures. It

is loosely inspired by the way human players build set-

tlements: rather than following a fixed plan, they may

construct and expand settlements in different ways de-

pending on practical and aesthetic considerations, such

as available resources and the shape of terrain. The al-

gorithm models this process by ranking a large number

of possible structures with regard to a number of fea-

tures in order to select the optimal candidate to gener-

ate next, given previously generated structures and the

shape of surrounding terrain.

Generation starts with a fixed list of structures that

will be generated in order. In the submitted version

the structures alternate between houses of two types,

plazas and farms. Buildings are incrementally placed

after evaluating 5000 random positions based on these

three criteria:

1. Elevation: how flat is the terrain around and in front

of the building?

2. Layout: does the building type fit in with the exist-

ing structures?

3. Distance: how far from existing structures is the

building?
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The Layout criteria refers to a list of soft constrains

for each building, such as plazas wanting to be sur-

rounded by houses and farms being aligned with exist-

ing structures. All structures are currently symmetrical,

but their sizes are randomized within a certain param-

eter range.

After the placement of each structure, a new road

is added, connecting it with its closest neighbour. Roads

are generated using the A* pathfinding algorithm [16].In

order to prevent them from ascending and descend-

ing hills diagonally, areas around ’corners’ of hills are

marked as impassable by default. Similarly, jumps of

two or more blocks in height are considered impass-

able. This also means that in some cases, there is no

possible connection and no road will be generated.

The product of this method is clusters of houses

centered around fountains and connected by roads, as

seen in Fig. 2. These small communities sometimes have

farms nearby. Often communities have roads built be-

tween them to assist in moving from one to another.

The algorithm considers discrepancies in elevation as

well as impassable terrain (e.g. water, lava) when plac-

ing buildings, so areas of flat terrain are given prior-

ity when expanding the settlement. It also takes slopes

into account when placing roads. Overall, the algorithm

produces settlements that fit very well into the exist-

ing heightmap, which is particularly evident in Map 3,

which features a lot of elevation. It is also the only entry

that properly clears trees, and not just removes those

blocks of the tree that are in the way. It does not modify

the landscape further, though. While the buildings are

empty inside, they are lit from the outside and contain

windows, so they may provide shelter when taken over

by the player. The farms act as a source of food. The

roads, which connect buildings, may help the player find

their way back into the settlement.

The settlement is built incrementally and the choice

of materials reflects the resources available (type of

wood), which hopefully evokes the impression of “growth”

or “history” behind it. The adaptation to terrain also

means that the configuration of individual settlements

differ from one another, e.g. a settlement built in the

mountains will look distinct from a settlement built in

an open plain. On the other hand, there is little varia-

tion in architectures in regards to the terrain or biome.

From a scientific perspective, this winning generator

utilizes several existing techniques common in academic

literature and the industry. The created settlement is

a composite of houses, farms and streets, which are all

created with subroutines. The buildings vary a bit, and

are expressed by a form of parameterized grammar, en-

suring the vary with an aesthetically accepted design

space (see [28], chapters 3 and 5). The entry scores high

Fig. 3: Aerial view of entry 2

in adaptivity, and employs several common strategies

here. First, there is parameter-based adaptation, where

the program detects specific discrete parameters, such

as the dominant type of wood, and then makes changes

based on that parameter, i.e. uses different wood blocks

in buildings. The placement of the building is also a

classical search-based approach where different candi-

date solutions for space are evaluated based on a fitness

function [36]. The two most interesting elements here

are, first, the fact that later placements are influenced

by earlier placement. This can be seen as a simulation-

ist approach, as one might imagine that later placed

houses were built later in the history of the village.

The second interesting approach is the street place-

ment that explicitly incorporated the embodied inter-

action of the player with the world. Street layouts are

rejected based on steepness, which explicitly encodes

what a player character can walk on or not. While the

generator currently only encodes the standard walking

model, it would be possible to extend this further, to

look at adapting roads based on the interplay of terrain

and different forms of mobility.

5.2 Entry 2, Adrian Brightmoore, 3rd

This entry uses a two-step process and operates mostly

on a 2d-representation of the map - more details can be

found in a separate blog post [6]. It first analyses the

height-map of the given map to determine the positions

for all buildings. After reading in the height map, as

seen in Fig. 5, it compares the height of neighbouring

blocks. Any difference of two blocks or more, which is

unjumpable in Minecraft, is considered an edge, and

the area around it is then marked as too steep to build

across, see Fig. 5b. Finding plots for the buildings is

then simply about finding a plot of land that has no

“edge” running through it. The buildings themselves

are then generated by the building generator, see Fig.4.
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Fig. 4: Examples of buildings generated to match the

style of historic London.

that was part of another project by the author, which

attempted to create the greater London of the past [11].

The generator creates settlements which contain small

collections of large buildings. Due to the buildings orig-

inally being intended for a city, the buildings seem big-

ger than expected for a small villages, but lack the sup-

porting infrastructure to look like a city. The buildings

tend to be widely spaced apart with little to no connect-

ing roads or pathways to get from structure to struc-

ture. The main adaptive feature of this entry was its

height-sensitive placement of buildings, that attempts

to avoid large cliffs, which would be dangerous to live

next to. Unlike other entries, this generator had inter-

nal building design. Structures contain multiple floors,

stairs, windows, and are large enough to live in com-

fortably. Unfortunately, there is no pathway to get from

structure to structure, however, and none of the struc-

tures are well lit. Although there was not a dedicated

narrative idea that shaped the generator, the author

wanted to create a “country living” theme within the

settlement, as though the people living here were on

the frontiers of civilization. That effect was partially

achieved by the scarcity of structures and the lack of

infrastructure throughout.

Again, from a scientific point the methods used here

are well established. The unique aspect of this approach

is mostly technical. The preprocessing of the obtained

height map, using common computer graphic methods,

could offer a good pathway to more efficiency. The win-

ning entry 1 needed plenty of time to evaluate differ-

ent house positions and possibly processed the same

data repeatedly. Transforming the height data into a

more effective representation and defining operators for

suitability on this map might be a more efficient way

forward. Furthermore, the integration of previously ex-

isting code demonstrates the capabilities of the chosen

competition framework, as it allows for reuse of existing

code, and as such can lead to more complex hierarchical

(a) (b)

Fig. 5: Entry 2, Height map (left) and derived edge map

(right) showing connected areas of gently sloped terrain

Fig. 6: Aerial view of entry 3

solutions developed by several people, over several it-

erations. This could potentially allows us to also study

the problem of how to orchestrate or exchange informa-

tion between different parts of a PCG framework.

5.3 Entry 3, Shaofang Ye and Changxing Cao, 4th

This program has a top-down approach that first levels

the whole area and then partitions the space into plots

for houses and fields. The approach was inspired by

the grammar shaping method for procedural building

generation called CGA shape [23]. The premise is to

partition a three-dimensional space in a way that can be

used to build modular cubic structures. The algorithm

uses two core methods to achieve this: add and cut.

The add method takes a new cubic partition adjacent

to the current cube and appends it to the space. The

cut method removes a formerly added partition. This

method is used to decide “yard” placement, where a

house and the adjacent road will be built. The yard is

then further partitioned for both of these elements.

Structure generation is done by dividing the house

into three areas: the roof, the walls, and the floor. All
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of these methods use cut and add as before, but with

limited dimensionality (floors only on the x-z plane,

walls on the y-z or y-x). Fences and farms are also part

of the generative process and are constructed much in

the same way. A single purple road traverses the city

from one corner to the other. This was generated using

the A* algorithm [16], making sure to not overlap with

buildings, farms, or other occupied space in the process.

The resulting settlements from this generator have

a very structured feel. The entire area of the settle-

ment is level, so walking around feels clean and easy.

Even though no explicit road exists, other than a pur-

ple one which winds its way from one corner of the city

to the other, the houses feel naturally positioned rel-

ative to one another, in a way that feels easy to get

around. The current implementation of this cubic par-

titioning process requires the land for the settlement to

be completely flattened, therefore affording no adapt-

ability. The materials in the houses are unrelated to

the local materials available. The authors plan to al-

low more adaptability in future iterations. The function

that builds the houses it well suited to build houses of

different sizes, depending on the plot, which gives the

houses a certain deal of variety. The range of size seems

to be unbound though, which creates buildings that

are strangely large, or builidings so small that there is

only one square meter of internal space. In addition to

housing, the settlements provide food in the shape of

farms. The buildings themselves are smaller than what

would be considered “comfortable” to live in, given the

relative size of the player. There are also no lights to

brighten the city at night, another addition the authors

plan to add in future iterations. The design of the struc-

tures and the addition of farmland give the sense that

these settlements are inhabited by an agricultural peo-

ple. The settlement feels like an outpost, or a small

town that is slowly growing into a city.

From a scientific point this entry is a straightfor-

ward application of a top down, hierachical generator,

that uses KD-trees [5] for separation and a grammar

based generator to build stuff in the nodes. It com-

pletely sidesteps the adaptivity issues by flattening the

land, thereby basically making it a tabula rasa genera-

tor.

5.4 Entry 4, Rafael Fritsch, 2nd

This entry was designed to adapt to the environment

in terms material make-up. The first step of this pro-

cess is to analyze the site. The occurrences of all block

types at the site are counted. From this the frequencies

of wood and stone types are determined, as they form

the basis for choosing building materials in later steps.

Fig. 7: Aerial view of entry 4

Next, the climatic conditions of the site are analyzed.

By combining the frequency of biomes and information

from the Minecraft Wiki the average temperature can

be calculated. Further considering the amount of sur-

face water and fertile ground (grass, dirt, etc) helps to

decide what kind of vegetation and crops are appropri-

ate for the building site in question.

The entry also adapts to the ground level - and it

initially caches the ground and surface levels for faster

access. The ground level is defined by the highest solid

block, ignoring things like vegetation and certain crafted

objects. The surface is the same as the ground level,

apart from water bodies, where the ground level is at

the sea floor, whereas the surface level is at the sea level.

Outside of water, ground and surface coincide.

To organize the building sites, the generator then

splits the map into rectangular plots. Currently this is

done by repeated bisection of the available area, where

each segment is split into two sub-segments, separated
by a third section in the middle that is used to lay

down roads. The size of the resulting plots is controlled

by minimum and maximum constraints. Before start-

ing the structure-building process, the structure site

in question (plus a small border) is cleared above the

surface. Thus, newly-placed constructions are not ob-

structed by vegetation. The type of structure to be built

on each plot is decided by considering its fitness for dif-

ferent ’builders’. For example, the fitness of the house

builder in a plot depends on how central to other plots it

is and whether it has a road next to it. Roads are laid

down in the previously designated plots. Their qual-

ity deteriorates towards the settlement border. In the

centre stone is used, whereas further out you will find

gravel and dirt tracks. When building a farming plot,

a random crop fitting the site’s conditions is chosen. A

season was associated with the site randomly or set by

the user. The growth stage of the crops progresses from

spring to autumn. In winter the fields lie fallow. Fields

may be surrounded with wooden fences or hedges.
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Houses are built in a modular approach. First the

foundation is laid and the shell (floors and walls) is

placed. After a roof is added, the interior design is ad-

dressed. This final step includes the placement of doors

and windows, so they can be adapted to the room lay-

out. However, room layout and furnishing is not im-

plemented yet. The variety of building modules and

adaptation of style and material to the site offers great

potential for further improvement.

This method creates a city (Fig. 7) similar in feel

to a high density slum. Buildings are very close to-

gether, making one feel claustrophobic during explo-

ration. Tiny, one-tile roadways separate houses in a way

that feels closed-in and tightly-packed. This is only in-

terrupted occasionally by a small farm, but the num-

ber of farms can hardly be expected to support the

apparent population of the settlement. The generator

selects wood and stone types for structure composition

based on their abundance at the site. So if the land con-

tains an abundance of mud and jungle trees, then the

buildings will mainly be made of mud bricks and jungle

wood. The crops used in farming plots are chosen based

on biomes and soil/water availability. The presence of

more soil and water, as well as being in a wetter biome

like a jungle or grassland, results in more farms rather

than less. The generated structure provide simple hous-

ing for inhabitants. The farms provide food, but hardly

enough to feed all of the city, so food must be imported

from the outside. The author of this entry admits that

no narrative was designed into the generator explicitly.

However, because of the aesthetics of the generator (as

discussed above), the city feels economically poor. The

houses are plain with little to no decoration and are

very tightly packed together to fit as many inhabitants

as possible.

6 Open Challenges

In the previous section we describe how each entry ad-

dressed the competition evaluation criteria: Adaptabil-

ity, Functionality, Narrative and Aesthetics. The main

focus in this approach was on appropriate structure

placement, and as Table 2 outlines, there are basically

two approaches, bottom up placement of single struc-

tures (entries 1 and 2) , and a top down grid approach

(entries 3 and 4). Adaptation beyond that was mostly

in terms of categorical values, such as the type of wood

present or the present biome. While the entries offer

diverse approaches, utilizing a range of existing PCG

methods, feedback from the judges also pointed out sev-

eral aspects in which all entries are lacking. The overall

lack of adaptive narrative led us to introduce the bonus

challenge of chronicle generation, which we will discuss

at the end of this section. Other open challenges, which

if addressed can lead to improvement across multiple

evaluation criteria, are also discussed below, pointing

towards future opportunities of research.

6.1 Building Variability

All entries addressed building variability by generating

houses in different sizes, shapes or materials. In some

cases, the materials were chosen to adapt to the ter-

rain, and in some cases other types of structures, such

as farms and wells, were generated alongside houses to

provide extra functionality.

However, the variability between the buildings them-

selves is not leveraged in a systematic way which could

further improve the settlement - nor is the variety in the

buildings adaptive to any underlying properties. Build-

ings that look similar could be placed together, giv-

ing rise to districts with individual aesthetic identities,

would also hint at the history of the settlement’s devel-

opment. The exterior and interior of buildings could be

used to suggest that building’s functionality or to reflect

its owner’s personalities or social status. The placement

of buildings could also relate to previous placement of

a few key buildings to achieve some semblance of or-

ganic growth, such as a town growing outwards from

a central church, castle or square. In addition, there is

little-to-no variance in internal room generation. Since

this competition ran, there has been research done in

this area outside of a competition entry, which is meant

to be used as an asset for future competitors [14].

6.2 Adaptation to Water

A significant feature missing from all entries was adap-

tation to water. This was highlighted by several judges.

Two of our maps had the settlement crossed by a river,

while the third map had the settlement facing an ocean.

Some entries had buildings placed unrealistically over

water, or failed to take the proximity of water into ac-

count when placing doors, as seen in Fig. 8. Even when

building placement correctly took water into account,

this resulted in a disconnected settlement, split by a

river with no way to cross, as seen in Fig. 9.

The presence of bridges in such cases would greatly

contribute to the Functionality and Adaptability crite-

ria. Rivers often also serve as natural borders between

cities or countries in the real world, and could be used

by entries to demarcate regions with a distinct feel.

Bridges are not the only form of adaptation to wa-

ter, however. If the body of water is large enough, such
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Table 2: Summary of entries from the first GDMC Competition

Entry Struture Placement Adaptability Aesthetic
1 incremental placement material, elevation, water clustered community village
2 height-map and edge detection elevation and water a small country village
3 binary-space partitioning n/a wealthy urban
4 grid-based partitioning climatic, biome, seasonal, material densely-populated urban

Fig. 8: An inaccessible door leading into water

Fig. 9: A city divided by a river, with no way to cross

as an ocean or a big lake, it could feature ships, har-

bors, decks and so on. Houses on the waterside could

also form a district of their own, with unique architec-

ture and affordances. Currently settlements show little

adaptation to water as they neither compensate for the

existence of water, nor do they leverage the benefits of

water.

6.3 Big-Picture Adaptation

While all submitted entries featured some adaptation

to the provided map on a small scale (e.g. where to

place structures, which materials and crops to use) none

of the current approaches adapted on a larger scale,

such as deciding to build a specific type of settlement

or other global characteristics depending on the map’s

features. We call these big-picture adaptations.

For example, a settlement located in a narrow pas-

sage between mountains might have defensive purposes,

and thus feature structures like castles, towers and walls.

A dense jungle might be the ideal place to build an

Elvish village, with strong ties to nature. A city by the

sea, with lots of fishing vessels and a large harbor might

have higher population density and more advanced ar-

chitecture than a map with fewer resources.

Identifying and leveraging opportunities for these

big-picture adaptations could lead to settlements that

are tightly integrated with a specific map, potentially

contribute towards scoring in all evaluation criteria and

be important step for Holistic PCG in general.

6.4 Data Driven Approaches

Given the availability of data, a good way to approach

the problem proposed by the competition might be to

rely on existing examples of settlements generated by

humans in Minecraft, or even real-world cities. As an

example of the first case, Yoon et al’s work [37] does

classification of the architectural style of a Minecraft

settlement from human-created extracted from the Mine-

craft Schematics database5, where humans can submit

their creations in Minecraft and tag them with themes
such as Medieval, Futurist, Asian, etc. While their ap-

proach focuses on classification rather than generation,

it is possible that generative approaches using a similar

dataset could yield good results.

Real-world data has also been previously used for

procedural map generation, such as in [4] where geo-

graphic data is used to build maps for a turn-based

strategy game. Barros et al [3] provides a good overview

of other real-world data-based pcg methods. A program

might take real world data into account when selecting

the location of bridges, choosing what type of settle-

ment best fit a certain geography and determining the

relative distances between distinct districts or build-

ings. Metrics derived from real-world data, such as pop-

ulation density and income distribution could also play

a role in the creation of a settlement.

While these data-driven approaches come with their

own set of challenges, they could conceivably achieve

5 https://www.minecraft-schematics.com
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a higher level of adaptability than hand-written rules,

and also contribute towards a more realistic feel for the

generated settlements.

6.5 Simulationist Approaches

Real-life settlements are product of a long and com-

plex development process full of interaction between

the settlement’s inhabitants, natural and built environ-

ment, and other agents. The entries in this competition

tried to directly generate the end results of this pro-

cess instead of simulating the self-organizing process

that created the settlements. But there are examples

of games, such as Dwarf Fortress [2], that simulate ex-

tensive histories to generate their game world. There

are also agent-based approaches to environment genera-

tion, which to various degrees replicate natural develop-

ment [12]. Going further, one could even approach this

with an embodied, multi-agent simulation, where sim-

ulated agents gather resources, place buildings, travel

through and improve the world. This would require a

lot more investment in time and effort up front, but

could potentially pay off in the long run, because the

resulting artifact would not just look like but be the

result of an adaptive process over time.

7 New Bonus Challenge: GDMC Chronicle

Both our evaluation results and the comments made by

the judges indicated that the competitors did little to

address the challenge of creating an evocative narrative.

To counter this we introduced an optional bonus chal-

lenge for the second iteration of the GDMC challenge

[7]. That means participants can compete as normal,

but those that indicate their participation in the bonus

challenge will, in addition, also be able to compete in

the Chronicle Challenge.

The goal of the chronicle challenge is to generate a

chronicle, which is a piece of text (written in English)

that explicitly tells the story or history of the gener-

ated settlement. There is no restriction on the format

of the chronicle, but it should be written in a Minecraft

book, and placed inside the settlement ideally in a place

where it is easily found. The entries will be evaluated by

the same judges evaluating the settlements, and their

evaluation is based on two criteria. The overall quality

of the chronicle, and how well it fits or relates to the

settlement. A good way to illustrate the idea of “fit”

is to imagine that we will apply the submitted settle-

ment generation algorithms to several maps - and in

each case a chronicle should be generated. It should be

obvious from each chronicle which of the settlements it

belongs to, so if we switched out the chronicles, they

would not fit with the other settlements.

The bonus challenge requires textual narrative gen-

eration for which there are many existing approaches

[13,19]. But similar to the base challenge, here we are

looking for adaptive PCG - where the generated textual

content has to fit together with existing content rather

than clean slate generation.

8 Conclusion

Looking back at the first year of the GDMC compe-

tition we observed different approaches that combined

existing methods in novel ways. The current approaches

show promise, but there is plenty of room for improve-

ment. In part, this is about catching up or realizing

existing, state of the art approaches to city generation

that are present in scientific literature [23,24,17,15].

But there are also open challenges, in large part due

to the adaptive aspect of this challenge, that have not

been addressed anywhere. We are planning to run fur-

ther iterations of this challenge on a regular basis, at

international conferences on Games, AI and/or com-

putational creativity. We have also recently extended

our submission options and are now allowing the sub-

mission of Java-based settlement generators. We hope

that this will make it easier and more attractive for the

large and active community of Minecraft modders to

participate in the challenge. The competition is explic-

itly designed to encourage “citizen science” and attract

participants from outside of academia. We are looking

forward to future rounds of the GDMC competition, as

we are interested in seeing novel and creative ideas to

address the great range of challenges this competition

poses.
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9 Appendix

9.1 Evaluation Criteria

The following question were given to the judges to illus-

trate the four evaluation criteria. We explicitly pointed

out that these are just example questions, they do not

fully define the criteria, and are deliberately kept brief

to allow our judges and participants to further interpret

the criteria as they see fit:

9.1.1 Adaptability

– Do the structures in the settlement adapt to the

terrain?

– Do the structures in the environment reflect the en-

vironment, i.e. usage of available material, adapta-

tion to the biome?

– Does the settlement take advantage of terrain fea-

tures or compensate for problems with the terrain?

– Are the settlements different in reaction to the dif-

ferent initial maps?

– Are there any other ways in which the settlement

adapts to the given maps?

9.1.2 Functionality

– Does the settlement provide protection from dan-

ger?

– Does it keep mobs from spawning?

– Does it keep mobs out?

– Protection from other environmental dangers?

– Is the settlement accessible to a player avatar in

survival mode?
– Can you walk to everywhere?

– Does the settlement provide faster modes of trans-

port?

– How easy is it to find your way around?

– Does the settlement provide the player with addi-

tional affordances?

– Does the settlement make resources easy to obtain?

– Is there an easy way to get food?

– Does the settlement provide functionality to the vil-

lagers?

– Does the settlement reflect the embodiment of the

player avatar?

– Is it appropriately scaled?

9.1.3 Believable and Evocative Narrative

– Is the settlement evoking an interesting story?

– After looking at the settlement, could you give a

short description of what this settlement is about

that sets it apart from other settlements?

– Is it clear what the function of the settlement is?

– Does this function make sense in regards to the ter-

rain and environment it is in? I.e. is the logging

camp in a forest, the harbour town at the sea, ?

– Is the functionality of the settlement supporting this

narrative function? I.e. does the fortified frontier

settlement have functioning walls, is the farming vil-

lage equipped with functioning fields?

– Does the final settlement give any indication of how

the settlement developed?

– Is is possible to look at the settlement and imagine

in what order things were built, or what stages the

development of the settlement took?

– Is there an indication of the history of the settlement

evident in the structure?

– Are there any convincing and consistent allusions to

human cultures or specific points in history that the

settlement is modeled after

– Does the settlement have a culture - either fic-

tional or historical - that is evident from the set-

tlement?

– Do you know things about this culture just by

looking at the settlement?

9.1.4 Visual Aesthetics

– Does the settlement look good?

– Is there a consistent look to the settlement? Does it

appear that all structures belong to the same set-

tlement?

– Is there an appropriate level of variation in the ex-

isting structures?

– Are there any jarring features that make the settle-

ment look unbelievable?

9.2 Advisory Board

At the conception of this competition the organization

committee assembled a group of 12 experts to form an

advisory board. The advisory board has three different

functions. First, at several stages the advisory board

had the opportunity to comment on the plans for the

competition and give feedback. They gave feedback on

the general set up for the competition, the questions

used for the evaluation, the overall road map and sci-

entific relevance of the challenge. They were also polled

after the evaluation of the first year was finished for a

post mortem of the evaluation process.

Second, they would form the initial pool of judges.

That means, in the first year they all received the ma-

terial to judge the GDMC entries. Third, they were al-

lowed to nominate guest judges who would then serve as

additional, equal judges for the specific year. In the first



14 C. Salge et.al.

year five guest judges were nominated by members of

the AB. So the judgement material was send out to 17

people, of which 8 returned filled in score sheets within

the time frame allotted for judging. The following is a

list of all advisory board members and all guest judges.

We also briefly list the area of expertise that lead us to

recruit the specific experts. We as the organizers were

grateful for their support and their time.

9.2.1 Advisory Board Members

– Cedric de Jacquelot - Minecraft Modder, Millenaire

Mod

– Mike Cook - Academic, Automatic Game Design,

Procedural Content Generation

– Andy Nealen - Academic, Game Designer, Com-

puter Graphics, Architect

– Diegeo Perez Liebana - Academic, Game AI, Com-

petition Organizer

– Mark R. Johnson - Academic, Game Designer, Pro-

cedural Content Generation

– Tom Froese - Academic, Artificial Life, Digital Ar-

chaeology

– Rafael Bidarra - Academic, Computer Graphics, Pro-

cedural Content Generation

– Jialin Liu - Academic, Game AI, Competition Or-

ganizer

– Mitu Khandaker - Academic, Game Designer

– Jonas Buechel - Urbanist, Participatory City Plan-

ning

– Richard Bartle - Academic, Game Designer, Design

of Virtual Worlds

– Gillian Smith - Academic, Procedural Content Gen-

eration

9.2.2 Guest Judges

– Mike Green - Academic, AI in Games, Automatic

Tutorial Generation for Games, BA in Classical Civ-

ilizations

– Raluca Gaina - Academic, General Game AI, Rein-

forcement Learning to play Minecraft Competition

Organizer

– Ben Kybartas - Academic, PCG in Games, Narra-

tive Generation in Games, Content Orchestration

– Mike Preuss - Academic, AI in Games, Search and

Evolution

– Squirrel Eiserloh - Commercial Game Designer /

Programmer, Lecturer on Game Design

10 Supporting Material

We can provide the following material for publication

with the paper:

– List of questions to illustrate the evaluation criteria

– 3 competition maps in Minecraft map format

– 12 minecraft maps with AI generated settlements in

Minecraft map format.

– Code for the 4 entries, in Python.

We also host all this material on our webpage at

http://gendesignmc.engineering.nyu.edu/.


